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Abstract— Fractal compression is an efficient technique for im-
age and video encoding that uses the concept of self-referential
codes. Although offering compression quality that matches or
exceeds traditional techniques with a simpler and faster decod-
ing process, fractal techniques have not gained widespread ac-
ceptance due to the computationally intensive nature of its encod-
ing algorithm. In this paper, we present a real-time implementa-
tion of a fractal compression algorithm in OpenCL [1]. We show
how the algorithm can be efficiently implemented in OpenCL and
optimized for multi-CPUs, GPUs, and FPGAs. We demonstrate
that the core computation implemented on the FPGA through
OpenCL is 3x faster than a high-end GPU and 114x faster than
a multi-core CPU, with significant power advantages. We also
compare to a hand coded FPGA implementation to showcase the
effectiveness of an OpenCL-to-FPGA compilation tool.

I. INTRODUCTION

Image and video encoding is a well-studied area of com-

puter science. Encoding techniques aim to reduce redundancy

within image and video data so that the amount of data sent

over a channel can be minimized. They are ideal applica-

tions for hardware acceleration, since these computationally

intensive algorithms typically perform the same instructions

on large quantities of data. Technologies such as many-core

CPUs, Graphics Processing Units (GPUs) and FPGAs can be

harnessed to algorithm acceleration.

However, conducting a fair platform evaluation presents a

difficult task. First, each platform is designed to optimize a dif-

ferent metric. It is difficult to ascertain how well an application

will perform on any platform based on high-level device speci-

fications without actual implementation. The second challenge

in platform evaluation is the divergent programming models

between platforms. Software designers are used to writing soft-

ware in C/C++ for CPU execution. GPU vendors have de-

veloped languages such as CUDA [2] which are not portable

to other GPUs or platforms. The main challenge with FPGA

adoption as a computing engine is the complexity of its design

flow. To program FPGAs requires intimate HDL knowledge

and the underlying device architecture, as well as cycle accu-

rate behaviour of the application. Thus, it is easy to overlook

the FPGA as a potential acceleration platform.

However, an emerging industry standard called OpenCL [1]

may make platform evaluations much easier. OpenCL is a

platform-independent standard where data parallelism is ex-

plicitly specified. This programming model targets a specific

mode of applications where a host processor offloads computa-

tionally intensive portions of code onto an external accelerator.

The application, shown in Figure 1, is composed of two sec-

tions: the host program, and the kernel. The host program is

the serial portion of the application and is responsible for man-

aging data and control flow of the algorithm. The kernel pro-

gram is the highly parallel part of the application to be acceler-

ated on a device such as a multi-core CPU, GPU, or FPGA.
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__kernel void 
sum(__global float *a, 
    __global float *b, 
    __global float *y)  { 
  int gid = get_global_id(0); 
  y[gid] = a[gid] + b[gid]; 
} 

main() { 
   read_data  
   manipulate  
   clEnqueueWriteBuffer  
   clEnqueueNDRange(  
   clEnqueueReadBuffer  
   display_result  
} 

Fig. 1. OpenCL Programming Model

The advantage of using OpenCL is that the same code can be

easily targeted to different platforms for performance compar-

isons. Although the implementation still need to be tuned and

adapted to each platform for optimal performance, the evalua-

tion process is much simpler. In this paper, we present an archi-

tectural and programming model study using OpenCL. We im-

plement fractal compression, an encoding algorithm based on

iterated function systems (IFS) in OpenCL. This code is ported

to and optimized for CPUs, GPUs and FPGAs for comparison.

In particular, we introduce Altera’s SDK for OpenCL [3] to

perform OpenCL-to-FPGA compilation. In addition, we com-

pare the OpenCL implementation of fractal compression with

a hand-coded RTL implementation to discuss the effectiveness

of the programming model for FPGAs.

This paper is organized as follows. First, we discuss the ac-

celeration platforms and the programming model used in this

study. Next, we provide an overview of fractal compression

algorithm, and describe an implementation of this algorithm in

OpenCL. We then discuss how this code is optimized for each

platform. Finally, we compare the best results achieved and

present concluding remarks.

II. BACKGROUND

Different modes of execution exist in almost all applications.

Some portions of the application may be control flow intensive,

where different sets of instructions are executed depending on
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application input. Other portions may be computationally in-

tensive, where large quantities of data must be processed with

a similar set of instructions. It is extremely difficult to perform

both ends of the spectrum optimally on the same hardware. To

facilitate algorithm acceleration, these applications are often

partitioned into two hardware components. One component

performs control flow heavy portions of the design, while the

data-parallel portion is performed by a second component. This

application model is often referred to as the “Host + Accelera-

tor” programming model. In this model, the host is responsible

for the control flow, and launches the accelerator to perform

data-parallel tasks. The host, usually a general-purpose proces-

sor (CPU), executes the serial portions of design in software.

The accelerator, while more variable, generally has fundamen-

tal HW support for data parallel tasks. It is up to the program-

mer to perform HW/SW partitioning, and determine which por-

tions of the application to accelerate in HW. The challenge of

this programming model is Amdahl’s Law, where the applica-

tion speedup is limited by the serial portion of the application.

In this paper, we discuss the application of fractal compres-

sion, which is based on the theory of iterated function sys-

tems (IFS) described in [4, 5]. To encode image or video data,

the algorithm partitions an image into regions, and seeks to find

one linear equation that best describe each region. To decode

the image, these linear equations are recursively applied on the

image until convergence. The computationally intensive por-

tion of the application is the encoding; the decoding stage is

typically very fast. Thus, we focus on accelerating the encod-

ing portion of the application.

To encode an image, we first create a codebook that contains

reference data generated from different regions of the image.

For each region to encode, we look through all codebook en-

tries, and find the entry that, after applying a scale factor and

an offset, best represents the intended region. Thus, compres-

sion is achieved since each region can be represented as three

values; the best matching codebook entry ID, scale factor, and

offset.

Based on initial evaluations, the most computationally in-

tensive portion is the search for best matching codebook entry.

Each region must be compared with all entries in the codebook.

Thus, this portion is offloaded onto an accelerator device, while

the rest of the application, such as frame processing and code-

book generation, remains on the host.

There have been some work on accelerating fractal compres-

sion. In [6], the authors propose hardware/software codesign

methodology for image compression using an FPGA. They

show a speedup of 6x–8x vs. software. In [7], acceleration

using GPUs was considered; however the work is limited to ap-

proximately 1 frame per second and is nowhere near real-time.

Other works such as [8] have shown encoding for videos with

low resolution and quality. ASIC implementations [9] have

also been shown to reach real-time speeds; however, these early

works typically use small black-and-white images that may not

be representative. In our work, we process full-colour 704x576

videos and aim to achieve real-time speeds (60 frames/s).

To this end, we evaluate three platforms; the multi-core

CPU, GPU, and FPGA. Multi-core CPUs feature independent

processing units, or ”cores”, that implement a full-custom in-

struction set. That is, there is hardware support for complex in-

structions. These cores can be multi-threaded, further increas-

ing possible parallelism. Multi-core CPUs may have sizeable

on-chip caches that can be shared by its cores. Although cores

or threads can communicate with each other, the best perfor-

mance is usually achieved by limiting inter-thread communica-

tion, and by having a execution dataset that can easily fit in the

on-chip cache.

The second platform under evaluation is the GPU. GPUs

are highly optimized processors known for their computational

power in graphics manipulation. While general-purpose pro-

cessors are optimized to reduce latency, the GPU is designed to

maximize application throughput. To achieve this, GPUs pro-

cess tens of thousands of threads in parallel on an array of com-

puting units. GPUs also features hardware support to context

switch between groups of threads if the current set of threads

are stalled waiting for global memory access. This allows com-

puting units to perform useful work and hide memory access

latencies. An example of the GPU Fermi architecture is shown

in Figure 2. The building block of the GPU is the Streaming
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Fig. 2. Fermi GPU Streaming Multiprocessor [10]

Multiprocessor (SM). It contains 32 floating-point computing

units, or Stream Processors (SP), and 4 special function units

for transcendental calculations. Because a group of threads of-

ten work together on the same set of data, the SM features lo-

cal memory shared between threads as well as caches so that

fewer global memory accesses are necessary. The Fermi GPU

can be programmed using CUDA [2] or the NVIDIA OpenCL

SDK [11]. Although CUDA features GPU-specific libraries for

certain applications, a recent study [12] has shown compara-

ble performance can be achieved by both OpenCL and CUDA

compilers.

Fractal encoding seems to be a good fit for the GPU. GPUs

naturally work well on image data; its memory bandwidth is

unparalleled by other platforms. Because the algorithm works

on small independent regions, the GPU can easily launch thou-

sands of threads with very low demand for shared memory or

local registers.

The third platform evaluated is the FPGA. Traditionally, this

platform has a high barrier of entry. Although fully customiz-

able to implement any data path, in order to accelerate an ap-

plication, the kernel portion of the design must be written in

a hardware description language such as Verilog/VHDL. The

designer needs to keep track of data at every cycle, and know

the device architecture well in order to take full advantage of
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the available circuitry. To alleviate these issues, Altera has in-

troduced an OpenCL-to-FPGA compilation tool.

At a high level, Altera’s SDK for OpenCL [3, 13] translates

an OpenCL kernel to hardware by creating a circuit which im-

plements each operation. These circuits are wired together to

mimic the flow of data in the kernel. For example, consider

a simple vector addition kernel shown in Figure 3a. This ker-

nel describes a simple C function where many copies of this

function conceptually run in parallel. Each parallel thread is

associated with an ID (get global id(0)) that indicates

the subset of data that each thread operates on. The translation

Load Load 

+ 

Store 

__kernel void 
sum(__global const float *a, 
__global const float *b, 
__global float *answer) { 
  int xid = get_global_id(0); 
  answer[xid] = a[xid] + b[xid]; 
} 

a) b) 
Fig. 3. Vector Addition for FPGA

to hardware will result in the high level circuit structure shown

in Figure 3b. The loads from arrays A and B are converted into

load units which are small circuits responsible for issuing ad-

dresses to external memory and processing the returned data.

The two returned values directly feed an adder unit responsible

for calculating the floating point addition of these two values.

Finally, the result of the adder is wired directly to a store unit
that writes the sum back to external memory.

The most important concept behind the OpenCL-to-FPGA

compiler is the notion of pipeline parallelism. Unlike multi-

core CPUs and GPUs where there are lots of custom hardware

units already available, the FPGA must be more efficient in us-

ing its available resources. For simplicity, assume the compiler

has created 3 pipeline stages for the kernel as shown in Fig-

ure 4. On the first clock cycle, thread ID 0 is clocked into the
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Fig. 4. Pipelined Implementation

two load units. This indicates that they should begin fetching

the first elements of data from arrays A and B. On the second

clock cycle thread ID 1 is clocked in while at the same time

thread 0 has completed its read from memory and stored the

results in the registers following the load units. On cycle 3,

thread ID 2 is clocked in, thread 1 captures its returned data,

and thread 0 stores the sum of the two loaded values. It is evi-

dent that in the steady-state, all parts of the pipeline are active,

with each stage processing a different thread.

In addition to the kernel pipeline, the compiler creates in-

terfaces to external and internal memory. The load and store

units for each pipeline are connected to external memory via

a global interconnect structure that arbitrates multiple requests

to a group of DDR DIMMs. Similarly, OpenCL local mem-

ory accesses are connected through a specialized interconnect

structure to M9K on-chip RAMS.

III. FRACTAL COMPRESSION

Fractal compression is based on the theory of iterated func-

tion systems (IFS) described in [4, 5]. The concepts are best

explained via example. Consider a 2D-image I which is N -

pixels high and N -pixels wide. This can be represented using

a single dimensional vector P of N2 elements arranged in the

following form:

P = {I(0, 0), I(0, 1), . . . , I(N − 1, N − 1)} (1)

The compression method is based on creating a relation of this

vector based on a transformed version of the same vector. To

illustrate, consider the trivial case where we have an image with

a single pixel which has an intensity value equal to 4. Fractal

theory tells us that we can express the single pixel image using

the following relationship:

x← x ∗ 0.5 + 2 (2)

This recurrence relationship is called the fractal code for the

image. The process of decoding the image from the fractal

code is based on applying the recurrence relationship starting

from any random initial value as illustrated in Figure 5. The
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Fig. 5. Fractal convergence.

initial value of x is chosen to be 10. At each step, we apply

Equation 2 until the value of x converges at 4. It can be shown

that regardless of the initial value, the system will converge to

the same value. Notice that this recurrence relation involves

expressing a value as a scaled version of the value with the ad-

dition of a constant offset. For the single pixel case, the recur-

rence will always converge if the magnitude of the scale factor

is strictly less than 1.

Fractal codes for general images can be expressed in a simi-

lar manner to the single pixel case:

P ← AP + C (3)

In this equation, P is a vector containing N2 pixel values, A
is a transformation matrix of N2 × N2 elements and C is an

offset vector containing N2 values. This is a generalization of

the scale factor and constant offset discussed in the single pixel

case. The decoding process uses an iterative technique starting

at a random image P0:

A(A(A(A(AP0 + C) + C) + C) + C . . . ) + C (4)

For matrices which are contractive [14], it can be shown that

this process converges to a value of (I −A)−1C.

Using the generalized procedure to describe images using

fractal codes seem to be pointless in terms of compression be-

cause the transformation and offset matrices are larger than the

image itself. The key factor behind compression is that we do

not need these matrices themselves, but rather enough informa-

tion to completely describe them.

The process starts with the generation of a codebook. For

each 8x8 region in the original image we produce a 4x4 code-

book image as shown in Figure 6. This effectively compresses
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a region of 64 pixel values into a smaller image with 16 pixel

values. The reduction is accomplished by an averaging of 4

pixel values in 2x2 regions. While we have used this system

4-Pixel Average 

4-Pixel Average 

4-Pixel Average 

8-Pixels 

8-Pixels 

4-Pixels 

4-Pixels 

Original Image 

First 
Codebook 

Entry 

Fig. 6. Generation of the First codebook entry.

of 8x8 → 4x4 codebook generation, many other sizes and

schemes are possible. This process of conversion of 8x8 re-

gions to 4x4 codebook entries repeats for each 8x8 region in

the original image and forms a library of codebook images. The

number of codebook images in this library is (N/8)2.

The codebook library is useful to help express an image as

a recurrence relationship using the transformation matrices A
and C. Consider the original image shown in Figure 7. We can

Codebook 

* 

+ 
oi 

si 

Ri Dj 

Fig. 7. Using the codebook.

divide this image into (N/4)2 4x4 regions. For a particular re-

gion Ri, fractal compression attempts to find the best matching

codebook entry Dj which matches the region Ri. Rather than

simply matching the codebook entry itself, a scale factor si
and an offset oi are introduced to find an even closer matching.

More formally, this can be expressed by:

min
Dj∈Codebook

min
si,oi
||Ri − (si ∗Dj + oi)|| (5)

This computation is essentially the summation of absolute dif-

ferences (SAD) between Ri and the scaled and offset version

of Dj , for all Dj in the codebook. This process is executed

for each of the (N/4)2 Ri blocks and allows us to generate

equations such as:

R0 ≈ 0.5 ∗D23 + 31

R1 ≈ 0.25 ∗D39 + 6

. . .

R(N/4)2−1 ≈ −0.74 ∗D128 + 3

Notice the left hand side of this system of equations contains

values for each pixel in the original image. The right hand side

contains scaled values of the codebook entries. However, recall

the codebook entries themselves are derived using 8x8→ 4x4
reduction of the original image. Notice also that the offset val-

ues can be considered as a vector of numbers that add to the

scaled codebook entries. In essence, we have produced a frac-

tal code because we have an equation of the form P ≈ AP+C.

It is unnecessary to actually transmit the matrix A or C. We

note that each Ri can be expressed using:

Ri = si ∗Dj + oi (6)

Each Ri is a representation of 4x4 pixels in the original image.

Fractal compression allows us to represent this Ri region with

the values of j, si and oi. The codebook entries themselves

do not need to be transmitted because the decoder can start

from any random initial image, generate a codebook from that,

apply the transformations for each Ri equation and repeat until

convergence. Typically this happens within 4 to 5 iterations.

Compression is accomplished since we require only 3

values to represent an entire 4x4 region. These val-

ues can be quantized to further improve compression.

We represent these quantization schemes using a triple

(#Bits(j),#Bits(si),#Bits(oi)). Since si and oi are real

valued numbers, the number of bits indicates the number

of values used. For example using 2-bits for the si fac-

tor may be accomplished using only 4 discrete scale factors

{−1,−0.5, 0.5, 1}. These scale factors need to be in sync be-

tween the encoder and decoder and we use a uniform quantiza-

tion in this work to make this simpler.

The choice of compression parameters has a tradeoff on the

quality of the decoded image. Image quality is typically mea-

sured in terms of Peak Signal-to-Noise Ratio (PSNR). This is

defined as:

PSNR = 10 ∗ log N2 ∗MaxV al2
∑

i(Decoded(i)−Original(i))2
(7)

PSNR values between 27dB-30dB generally produce results

that are visually pleasing. Our goal is to find high compression

from fractal codes while maintaining good PSNR values.

IV. FRACTAL ENCODING IMPLEMENTATION

Our OpenCL implementation of fractal encoding performs

the following steps:

• Read image or video data from a file and process into

frame buffers

• Process a single image frame

• Create a codebook

• SAD-based search algorithm to find the best matching en-

tries and generation of fractal codes

First, we discuss the implementation of processing a single im-

age frame. This forms the basis of our video compression sys-

tem. We also describe application-specific optimizations that

apply to all platforms evaluated.

A. Fractal Image Compression

In our implementation, the image is divided up into 4x4
regions. One codebook entry is computed from each 8x8 re-

gion of the image. By performing tradeoff experiments on sev-

eral benchmarks, we determined that the use of 7 scale factors

of {1.0, 0.75, 0.5, 0.25,−0.25,−0.5,−0.75} produces results

leading to good PSNR ratios without compromising compres-

sion ratios. These scaled entries are added to the global code-

book to allow us to perform the scaling only once.

The first implementation of the encoder in C++ showed that

99.8% of the compression time lies in the computation of best
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matching codebook entry using SAD. Therefore, we offload

this computation onto an accelerator. The codebook is still

computed on the host x86 processor, but sent to the accelerator

with the image data for computation. We create a highly data-

parallel kernel that returns the best matching entry Dj , scale

factor si and an offset oi.
To accelerate codebook search, we launch 1 work-item or

thread per 4x4 region to first compute the sum of absolute dif-

ference of the 16 pixel locations. The advantage of launching

one thread per 4x4 region is that each thread is independent;

No shared memory is necessary.

B. Fractal Video Compression

To apply fractal encoding to video, we first read in video data

in YUY2 format and process it into frame buffers. Each frame

contains Y, Cr and Cb planes that are processed in succession.

Our general strategy for video compression involves encoding

new frames using the codebook of the original frame. To illus-

trate this concept, we perform a cross-coding experiment us-

ing standard image processing benchmarks, where we use the

codebook of one image to encode a different image. In Table I,

the image listed on the top is encoded with the codebook of

the image listed in the left column. From this experiment, we

TABLE I

CROSS CODING

  Aerial Airplane Balloon Girl Lenna Mandrill Parrots Pepper Sailboat Couple Milkdrop 

Aerial 27.5 25.7 34.1 30.8 27.6 24.6 27.9 26.5 27.1 30.5 30.0
Airplane 27.0 27.3 34.0 31.0 28.2 24.3 28.5 27.1 27.4 30.3 31.7
Balloon 26.9 25.1 34.9 30.2 27.4 24.1 27.5 25.8 26.5 30.3 29.6
Girl 27.0 25.1 34.6 32.1 28.0 24.2 27.6 26.4 26.9 30.9 29.7
Lenna 26.9 26.0 34.6 31.3 29.5 24.3 28.4 27.1 27.2 31.1 31.1
Mandrill 27.0 25.4 34.0 30.7 27.8 24.6 27.8 26.6 26.8 30.9 29.6
Parrots 27.1 26.3 34.8 31.2 28.5 24.2 28.7 27.0 27.3 30.7 30.9
Pepper 27.4 26.6 35.0 31.9 29.1 24.6 28.7 28.7 28.3 31.8 31.6
Sailboat 27.5 27.0 34.8 31.6 28.5 24.7 28.7 27.5 28.3 31.3 31.5
couple 27.1 25.1 34.7 30.9 27.7 24.3 27.6 26.6 26.8 31.6 29.8
milkdrop 26.9 25.8 34.1 31.0 27.5 23.9 28.0 26.3 26.7 30.1 31.1
Average  
(dB) 26.9 25.1 34.0 30.2 27.4 23.9 27.5 25.8 26.5 30.1 29.6
Loss (dB) -0.6 -2.3 -1.0 -1.9 -2.1 -0.7 -1.2 -2.9 -1.8 -1.5 -1.5

see the average loss in PSNR is just 1dB; Very diverse images

can be expressed using codebooks from different images. For

example, the picture of a girl was easily expressed using the

codebook from the picture of parrots.

This experiment guides our general approach. The first

frame undergoes fractal image processing described in Sec-

tion A. This compressed data is transmitted to the decoder

where the first frame is reconstructed. From this frame, the de-

coder can reconstruct a copy of the encoder codebook so that

the encoder and decoder have codebooks that are in sync.

For subsequent video frames, we search for changed 4x4
regions as compared to the initial frame. For each changed

regions, we conduct the best codebook entry search with the

codebook from the first frame; we then send the codebook en-

try to the decoder to represent the changed 4x4 region. Since

the decoder has a reconstructed codebook from the first frame,

it can easily lookup the replacement for a changed 4x4 region.

C. Codebook Optimizations

To achieve real-time compression speeds, we see that kernel

runtime is directly influenced by the codebook size. By in-

specting the application, it is immediately clear that the code-

book transferred to the kernel can be reduced. This codebook

contains 7 scaled versions of each codebook entry computed

from the image. One simple optimization is to retain a sin-

gle codebook entry instead. On the accelerator, the local thread

can apply the 7 scale factors to each entry before the SAD com-

putation. By doing this, we can speed up the transfer time of

the codebook by 7x. The kernel is correspondingly changed

with an additional loop that iterates 7 times, once per scale

factor. The overall kernel runtime remains unchanged. The

pseudocode for this kernel is shown below:

k e r n e l vo id c o m p u t e f r a c t a l c o d e (
s h o r t∗ cur r Image , s h o r t∗ codeBook , . . . ) {
s h o r t myImage [ 1 6 ] , c e n t r y [ 1 6 ] ;

/ / compu t ing t h e average
i n t a v e r a g e = 0 ;
i n t i m a g e O f f s e t = g e t g l o b a l i d ( 0 ) ∗ 1 6 ;
f o r ( each p i x e l i i n r e g i o n ) { / / l oop i s u n r o l l e d

s h o r t v a l = c u r r I m a g e [ i m a g e O f f s e t + i ] ;
a v e r a g e += v a l ;
myImage [ i ] = v a l ; }

a v e r a g e >>= 4 ; / / d i v i d e by 16 t o g e t average
f o r ( each p i x e l i n r e g i o n ) / / l oop i s u n r o l l e d

myImage [ i ] −= a v e r a g e ;

u s h o r t b e s t s a d = 16 ∗ 256 ∗ 2 ;
i n t b e s t C o d e b o o k E n t r y = −1, b e s t S c a l e = −1;
f o r ( each codebook e n t r y i c o d e ) {

f o r ( i =0 ; i <16; i ++) / / l oop i s u n r o l l e d
c e n t r y [ i ] = codeBook [ i c o d e ∗16+ i ] ;

f o r ( each s c a l e f a c t o r sFac ) {
u s h o r t sad = 0 ;
f o r ( i =0 ; i <16; i ++) / / l oop i s u n r o l l e d

sad += abs ( sFac ∗ c e n t r y [ i ] − myImage [ i ] ) ;
i f ( sad < b e s t s a d ) {

b e s t s a d = sad ;
be s tC ode boo kEn t ry = i c o d e ;
b e s t S c a l e = sFac ;

Although scale factors are represented as floating-point, it

is not necessary since these values have exact representations

in fixed-point. Furthermore, the scale factor can be applied

through bit shifts and additions, instead of using multiplication.

For example, the scale factor of 0.75 is equivalent to:

((value << 1) + value) >> 2 (8)

This simplifies the arithmetic necessary to apply scale factors.

We also notice there can be significant redundancy in code-

book entries. To further reduce the number of codebook en-

tries, we compute the correlation coefficient r, defined in Equa-

tion 9, between the current entry and its adjacent entries.

r =
n
∑

xy −∑
x
∑

y)
√

n
∑

x2 − (
∑

x)2 ×√
n
∑

y2 − (
∑

y)2
(9)

Where n is the number of entries in vectors x and y. If r is

above a threshold, then we consider the newly computed en-

try to be similar to its neighbor, and therefore redundant, and

is not added to the codebook. We then tune the threshold to

ensure SNR is not reduced significantly. Table II shows the

tradeoff of PSNR and encoding rate for our benchmark set [15]

as the threshold and offset is reduced.

D. Memory Access Optimizations

When pixels are located in consecutive locations, an effi-

cient wide access to memory can be made instead of numer-

ous smaller requests. Larger contiguous requests tend to en-

able higher efficiency when accessing buffers located in offchip

SDRAM. To reduce the number of memory requests necessary,
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TABLE II

SNR VS CODEBOOK SIZE

‖r‖ # Codebook Frame Rate SNR

Threshold Entries (FPS) (Y)

0.99 1871 10.64 38.25

0.95 1010 16.33 38.03

0.9 671 21.63 37.80

0.85 476 26.68 37.61

0.8 315 33.06 37.13

0.7 119 47.01 36.19

we reorganized the image and codebook data such that each

4x4 region is contiguous in memory. This is illustrated in Fig-

ure 8. This does incur some runtime cost on the host, but we

(0,1) (0,2) (0,0) (0,3) (1,1) (1,2) (1,0) (1,3) (2,1) (2,2) (2,0) (2,3) (3,1) (3,2) (3,0) (3,3) 

256 bits 
Fig. 8. Static memory coalescing.

are able to reduce the number of load requests by a factor of 4.

This ensures that we are using the available external memory

bandwidth efficiently for every platform.

V. RESULTS

To perform platform comparisons, we implemented fractal

compression using 3 promising HPC platforms: multi-core

CPU, GPU, and FPGA. The Intel Xeon W3690 processor is

used to evaluate the multi-core CPU platform. This high end

processor features 6 cores running at 3.46 GHz, plus hyper-

threading. The GPU representative selected is the NVIDIA

C2075 Fermi GPU. For the FPGA implementation, we used

the Nallatech PCIe385n-A7 [16] board with a Stratix V [17]

5SGXA7 FPGA since it is the latest FPGA technology avail-

able at time of writing. However, since it is on a newer process,

we also include an implementation on a Terasic DE4 [18] with

a Stratix IV 530 FPGA for comparison. Details of selected plat-

forms are shown in Table III. There are several key differences

in the underlying hardware platforms. There is a distinct differ-

ence in power consumption as the FPGA consumes 21W-25W

while the CPU and GPU are rated at 130W and 215W, respec-

tively. It is noted that while the GPU and FPGA power include

the power consumption of main memory, the multi-core CPU

power does not. Secondly, the GPU and CPU have significant

advantages in external memory bandwidth. The GPU has 5.6x-

11x more external memory bandwidth than the FPGAs. While

the multi-core processor is comparable, the use of a 12MB on-

chip cache allows for very high bandwidth data access within

the working set of an application.

A. Experimental Data Generation

Given the optimizations described in Section IV, we created

a parameterizable OpenCL implementation which can be tar-

geted at multiple platforms. We used a publicly available set

of video sequences [15] which are full-colour and have resolu-

tions of 704x576. All implementation platforms produce func-

tionally identical results; the encoding time changes depending

on platform characteristics. Table IV shows the SNR results of

running these video sequences through our fractal compression

algorithm. For each benchmark, SNRs consistently over 30dB

TABLE IV

4x4 FRACTAL VIDEO COMPRESSION RESULTS

Benchmark SNR (Y) SNR (Cb) SNR (Cr)

city 30.9 43.3 46.6

crew 34.3 43.0 40.3

harbour 32.4 43.3 45.1

soccer 33.3 42.2 44.7

ice 37.0 44.2 46.7

indicate a high quality result. All results are gathered using a

correlation threshold of 0.8.

B. Compression Ratio

For each 4x4 region containing 8-bits per pixel, the origi-

nal image requires 128-bits. The fractal codes requires 25 bits

given our codebook entry IDs, scale factors, and offsets. How-

ever, for most frames we are transmitting deltas which indicate

the change in these fractal codes as the video progresses. Be-

cause the changes in typical videos between frames are not sud-

den, these deltas are small. Huffman-coding can post-process

the fractal coding coefficients and lead to a compression ratio

of approximately 9.7x for the Y plane. Since the Cr and Cb
planes have much higher PSNR values, we could easily trade-

off some PSNR quality for even higher compression. There

are also numerous variations on fractal coding such as subsam-

pling [19] which can help to achieve even higher compression

ratios that have no effect on the core kernel algorithm.

C. Multi-Core CPU Results

The first implementation option explored was the multi-core

CPU. Our OpenCL implementation of fractal video compres-

sion was run on a Xeon W3690 CPU through the use of the

Intel OpenCL SDK [20]. Our results are shown in Table V.

We show three different variants of the implementation and the

performance metrics of the kernel execution time, transfer time

between kernel and host, and the overall application perfor-

mance in frames per second (FPS). Each performance metric

TABLE V

MULTI-CORE CPU RESULTS

Variant Kernel Transfer Overall

Time(ms) Time(ms) FPS

Serial Code 1639 0 0.60

OpenCL (float-pt) 196.1 0 4.6
OpenCL (fixed-pt) 325.9 0 2.8

in the table represents the average performance across the five

video benchmarks discussed previously.

The first variant explored is a purely sequential algorithm for

both the kernels and host program. This serves as a baseline

where no explicit parallelism is used. The average time taken

by the fractal compression kernel is 1.6 seconds per frame.

Since we are executing OpenCL kernels on the same device

as the OpenCL host program, there is no overhead penalty for

data transfers. The performance of this purely sequential im-

plementation is limited to approximately 0.6 FPS.

The next variant explored was an OpenCL implementation

that launches parallel threads for each 4x4 region. This variant

also used floating-point computation for evaluating the scaled

codebook entries. In this case, the kernel time is reduced al-
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TABLE III

SPECIFICATIONS OF PLATFORMS UNDER TEST

Test Platform Representative Process Memory Bandwidth Cache Size Board Power

Multi-Core CPU Intel Xeon W3690 32nm 32 GB/s 12 MB 130W

GPU NVIDIA Fermi C2075 40nm 144 GB/s 768 KB 215W

FPGA Altera Stratix IV 530 40nm 12.8 GB/s none 21W

FPGA Altera Stratix V 5SGXA7 28nm 25.6 GB/s none 25W

most 8x to 196ms. As discussed previously, the overall appli-

cation consists of some sequential processing on the host along

with the highly parallel compression algorithm. The speedup

of the application will always be limited by this sequential por-

tion. The FPS result in this case has improved to 4.6 FPS.

For comparison purposes, we implemented the OpenCL

code in fixed-point using integer operations and bit shifts. This

was surprisingly slower than the floating-point CPU result. We

speculate that this is due to fixed-point computations requiring

a large number of simple instructions to be expressed. The pro-

cessor has dedicated hardware for supporting floating-point so

there may be little gain from converting the computation to a

sequence of many simple operations.

D. GPU Results

Next we ran our OpenCL implementation on a GPU system.

In this system the host processor was again a Xeon W3690, and

the OpenCL kernel was run on a NVIDIA Fermi C2075 GPU

through the use of NVIDIA’s OpenCL SDK [11]. The results

are shown in Table VI. As described in Section II, GPUs con-

sist of a hierarchy of processing elements and typically require

the problem to be divided into smaller sub-problems which run

on each streaming multiprocessor. This is controlled using the

notion of an OpenCL Workgroup which is simply a group of

threads that cooperate to solve a sub-problem. For fractal video

compression, we divide the parallel thread into groups of W
threads. In Table VI, we find that once W exceeds 64, the

runtime remains relatively constant. The kernel time is approx-

TABLE VI

GPU RESULTS

Variant Kernel Transfer Overall

Time(ms) Time(ms) FPS

OpenCL(W=16) 10.79 3.1 39.1

OpenCL(W=32) 6.15 3.1 50.1

OpenCL(W=64) 5.17 3.1 53.1
OpenCL(W=128) 5.28 3.1 52.8

OpenCL(W=64,fixed-pt) 16.62 3.1 31.0

imately 5.2ms and represents a 40x improvement over the par-

allel CPU implementation. In this case there is also a small

transfer time overhead of 3.1ms to move data back and forth

between the host processor and GPU. Given this improvement,

the overall performance of the application rises to 53 FPS.

Similar to the CPU evaluation, the best floating-point

OpenCL implementation is replaced with equivalent fixed-

point computations. Again, a similar trend can be seen where

the kernel time is≈3x worse than the floating-point implemen-

tation. Given that GPUs are highly specialized for floating-

point, this result is consistent with fixed-point implementations

requiring more instructions for the same computation.

E. FPGA Results

The final platform evaluated is an FPGA-based system con-

sisting of a Xeon W3690 host processor along with either a

Terasic DE4 board with a Stratix IV 530 FPGA, or a Nallat-

ech PCIE385n accelerator card with a Stratix V 5SGXA7 de-

vice. The OpenCL kernel is mapped to the FPGA device us-

ing Altera’s SDK for OpenCL [3]. The power of OpenCL-to-

FPGA tools can be readily seen in our experiments; retargeting

the implementation to Stratix V from Stratix IV is easily done

by changing the board selection of the compiler. The results are

shown in Table VII. As described previously, the FPGA uses

the concept of pipeline parallelism to achieve speedup where

threads progress through many parallel functional units. The

FPGA can achieve more speedup when it has more of these

units present on the device. The programmer can control the

amount of logic using techniques such as loop unrolling. Ta-

ble VII shows the results for several loop unroll factors, U , for

the outermost loop which iterates through codebook entries.

An unroll factor of 2 would indicate that the FPGA has enough

hardware to evaluate 2 codebook entries per cycle. Using fixed-

TABLE VII

FPGA RESULTS

Variant Kernel Transfer Overall

Time(ms) Time(ms) FPS

Stratix IV
OpenCL(U=24,fixed-pt) 2.0 2.2 70.9
Stratix V
OpenCL(U=1,fixed-pt) 20.20 1.9 28.4

OpenCL(U=24,fixed-pt) 1.72 1.9 74.4
OpenCL(U=2,float-pt) 11.84 1.9 38.8

point computation and an unroll factor of 24, we achieve a ker-

nel time of 2.0ms on Stratix IV with an overall application rate

of 70.9 FPS. On Stratix V, we achieve 1.72ms of kernel time

with an overall application rate of 74.4 FPS. The Stratix V im-

plementation is 16% faster in kernel time than the Stratix IV

implementation. This gap is expected to increase since the

Stratix V device used in this study is only a mid-size FPGA

in its device family, while the Stratix IV 530 is the biggest in

the 40nm device family. The use of fixed-point computation

provides identical results to the floating-point case with much

simpler hardware; operations such as bit shifts that consumed

instructions on a processor became simple wires on the FPGA

with no penalty.

We found that when floating-point computation was used,

the amount of unrolling possible was limited since the floating-

point cores are much larger than fixed-point equivalents. An

unroll factor of 2 yielded a kernel time of 11.8ms and an overall

application rate of 38.8 FPS.

We note two interesting points. First, as we scale from an

unroll factor of 1 to 24, there is no linear 24x speedup in kernel
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time. One major factor limiting this speedup is that the video

compression algorithm only computes fractal coefficients for

changed 4x4 regions. For some frames, this number is quite

small, leading to an under-utilized FPGA pipeline. In addi-

tion, we observe that the maximum operating frequency of the

FPGA circuitry degrades slightly as the device becomes more

full. Secondly, we found that the FPGA transfer time is ≈1ms

faster than the GPU. This was unexpected. We speculate that

this may simply be differences in the driver implementation.

Our application performs many small transfers; the GPU may

not be optimized for this usage scenario.

An interesting point of comparison for the FPGA result is

to compare to a hand coded implementation written in Verilog.

Figure 9 shows a hand coded implementation for the core por-

tions of the algorithm. Due to the complexities of hand coded

design, we chose to keep the frame buffer and codebook stored

entirely in on-chip memory. Our architecture involves loading

Image Block  
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Scaling Block (s*Dj) 

+ + 

Ri,0[8..0] Ri,15[8..0] 
sDj,0[8..0] sDj,15[8..0] 
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M
SB 

+ 

D
j,0 [8..0] 

D
j,15 [8..0] 

16-Value Average 

- - - 
- 

Min Error[11..0] 

Error < Min Error 
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Fig. 9. Hand Coded Implementation of Fractal Compression

a single Ri block into a group of registers which contains all

16 pixels values. Similarly, we iterate through each codebook

entry stored in the on-chip RAM and load the each codebook

entry Dj into a parallel register. The value of Dj is scaled by

a fixed-point unit customized for a specific scale factor. This

block involves only shifts and adds for the scale factors used in

this paper. The entire datapath can be replicated 7 times to han-

dle the 7 scale factors used in the OpenCL implementation. Be-

cause we need enough memory to keep the entire codebook in

on-chip memory, we cannot directly compare the results of this

RTL implementation to our automatically generated OpenCL

pipeline. The Altera SDK for OpenCL allows us to unroll the

outermost loop 24 times so that 24 codebook entries (with 7

scale factors each) can be evaluated on each clock cycle. The

hand coded version is limited to 4 unrolled iterations.

Our RTL implementation is memory limited due to the ex-

clusive use of on-chip RAM. Thus its performance is 6x lower

than our OpenCL implementation since all memory resources

are used up after 4x unrolling. Although our hand coded im-

plementation was simpler than the OpenCL implementation,

the development time difference was significant. This hand

coded version took over 1 month of time to complete, while

the OpenCL SDK was able to automatically create a working

FPGA design in a matter of hours.

VI. CONCLUSION

In this paper, we demonstrated how fractal encoding can be

described using OpenCL and detailed the optimizations needed

to map it efficiently to any platform. We showed that the core

computation by the kernel is 3x faster than a high-end GPU

while consuming 12% of the power. We are also 114x faster

than a multi-core CPU while consuming 19% of the power. Our

study was limited by the GPU and FPGA technology that we

had available at the time of writing. NVIDIA has announced

new Kepler GPUs that offer twice the performance of their pre-

vious generation Fermi GPU. Similarly, we used a Stratix V

5SGXA7 device in this study; devices over 50% larger will

soon be available.

The OpenCL design flow is quite simple to comprehend and

produces an implementation that is largely the same as a hand

coded implementation. In fact, the OpenCL flow automates

many complexities of external interfacing such as DDR and

PCIe that were not even attempted for the hand coded version.

Although the FPGA implementation is 3x faster than the

GPU, the resulting frame rate only improved by 40%. The

reason is that the FPGA kernel time and data transfer time is

only 27% of the runtime per frame. To further improve the

application runtime, our future work includes offloading more

computations to the accelerator, such as codebook generation.
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